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Abstract

Humans do not perceive all parts of a scene with the same resolution, but rather focus
on few regions of interest (ROIs). Traditional Object-Based codecs take advantage of this
biological intuition, and are capable of non-uniform allocation of bits in favor of salient
regions, at the expense of increased distortion the remaining areas: such a strategy allows
a boost in perceptual quality under low rate constraints. Recently, several neural codecs
have been introduced for video compression, yet they operate uniformly over all spatial
locations, lacking the capability of ROI-based processing. In this paper, we introduce two
models for ROI-based neural video coding. First, we propose an implicit model that is
fed with a binary ROI mask and it is trained by de-emphasizing the distortion of the back-
ground. Secondly, we design an explicit latent scaling method, that allows control over
the quantization binwidth for different spatial regions of latent variables, conditioned on
the ROI mask. By extensive experiments, we show that our methods outperform all our
baselines in terms of Rate-Distortion performance in the ROI. Moreover, they can gen-
eralize to different datasets and ROI specifications at inference time. Finally, they do not
require expensive pixel-level annotations during training, as synthetic ROI masks can be
used with little to no degradation in performance. To the best of our knowledge, our
proposals are the first solutions that integrate ROI-based capabilities into neural video
compression models.

1 Introduction

The most common approach in neural lossy video compression is to rely on variational
autoencoders to minimize the expected rate-distortion (R-D) objective, D+ BR [2, 17, 27,
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31, 36]. Although this approach has proven to be successful, a model trained to minimiz
the expected rate-distortion tradeoff uniformly over all pixels may allocate too few bits to
salient regions of a speci ¢ video. This clashes with the model of the human visual systen
which is space-variant and has the highest spatial resolution at the the foveation point [2
42]. Exploiting this phenomenoe,g by encoding Regions-Of-Interest (ROIs) with higher
delity, can signi cantly contribute to the subjective quality under a low bitrate regime. The
key idea of traditionaROI-based coded$, 10, 19, 24, 25, 37, 47] is to allocate different
bitrate budgets for objects or regions of interest, and therefore to allow for non-uniforn
reconstruction qualities. For instance, traditional codecs like JPEG2000 [38] and MPEC
4 [41] were used as basis to build object-based coding methods [10, 19]. However, the:
ideas lacked widespread adoption due to their complexity and to their block-based natur
limiting their capability to deal with arbitrary ROI shapes.

More recently, some works have devel-
oped ROI-based neurdinage codecs, ei-
ther by implicitly identifying the ROI as
part of the encoding process [6, 24], or by
relying on external algorithms for its ex-
traction [47]. Under both approaches the
R-D objective can be spatially weighted
and, additionally, the latent variables can be
masked before the quantization step to re-
duce their entropy [6, 17, 47]. Neverthe-
less, existing neural ROI-based codecs have
the following limitations:(i) they only work
for images,(ii) they use intricate maskingFigure 1: R-D improvements on DAVIS [33],
schemes to spatially control the rate, withwhere ROI-PSNR (solid) is higher than non-
out exploiting the Gaussian structure of thROI PSNR (dashed). The improvement is
latent prior distribution andiii) the encod- equivalent to 69.3% BD-rate gain [4].
ing operations are tightly coupled with ROI
prediction, which makes it hard for the codecs to be adapted to different ROI requirements

In this paper, we present the rst two neural codecs capable of ROI-based compre:
sion. The rstimplicit model is fed with the ROI mask and is trained with an ROIl-aware
loss, where the distortion of the background is de-emphasized. Secondbiethiescaling
model extends the implicit model by exploiting a recent technique originally developed fol
variable rate coding [8, 9, 13, 29]. We extend its design by introducing an auxiliary autoen
coder (AE) being fed with the ROI map, and regressing a gain tensor explicitly controlling
the quantization binwidth for different spatial regions. This can be seen as the continuot
equivalent of the masking scheme used in conjunction with scalar quantization [6, 24, 30
We describe our solution in the context of a Scale Space Flow (SSF) [2] architecture; how
ever, we argue that they are in principle compatible with most state-of-the-art models bast
on hyperpriors [27, 34, 36]

We show that our methods outperform all our baselines on the DAVIS dataset [33] ir
terms of R-D performance, as measured in PSNR in the ROI (Fig. 1). Moreover, furthe
analyses show that they generalize to any arbitrary ROl which can be speci ed by the user
inference time and that expensive pixel-dense annotations are not required during trainin
as synthetic ROI can be used with little to no degradation in performance.
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2 Related work

Non-uniform coding. The literature on spatially variant image encoding mainly focuse
on two separate problemg) how to estimate the ROl an@d) how to exploit it to improve
coding. Most traditional block-based methods [10, 18, 19] fall under the former category, ¢
simply exploit non-uniform coding capabilities of standard codecs such as JPEG2000 |
and MPEG-4 [41]. These solutions are limited in their capabilities due to their block-bas
approach to compression, which hinders the encoding of arbitrarily shaped objects and
not allow for pixel-level bit allocation optimisation [25, 37].

In contrast, recent work in neural image coding tackle both the above mention proble
and target pixel-level ROI [1, 3, 6, 14, 15, 24, 47]. Among thesegtlal. [24] and Caiet
al. [6] learn the ROI implicitly by spatially masking out the latents before scalar quantizatic
whereas Xiat al. [47] use the down-scaled output of the DeepLab [7] segmentation netwc
to mask out foreground from background, before sending each stream to a separate h
codec for quantization. Similar to these works, our work focuses on how to use a given F
to enable non-uniform coding, whilst delegating its extraction to some external automd
model such as [7, 22, 23, 43, 44, 45, 50]. However, our approach extends extends ne
ROI-coding to the case of video inputs.

Neural video compression. Compressing videos with neural networks has been an acti
eld of research recently [2, 16, 17, 20, 27, 28, 34, 35, 36, 46]. While varying in their choic
of architecture and quantization strategy, neural video codecs generally follow the DVC [.
framework where an I-frame codec compresses the rst frame and a P-frame codec uses
tion estimation and a residual network to model the subsequent ones. Recently, Agestss
al. [2] proposed to use a Scale-Space Flow which addresses uncertainties in motion est
tion via interpolation through a Gaussian pyramid. This allows blurring of the warped fram
in regions where optical ow prediction is uncertain or ill-posed, like chaotic motions an
obstructed objects. Our work is established in the same SSF framework, and enables
based coding by means of latent scaling [8, 9, 13, 29], a technique originally introduced
variable bitrate coding. Differently from these works, that scale the latents globally with
single scalar value, we adjust the quantization step size for every spatial location, thus
trolling the levels of distortion and entropy in foreground and background regions.

In summary, we are the rst work to learn ROI coding end-to-end for video inputs (as o
posed to images) and extend latent-scaling spatially to be used in an ROI-based con
Additionally, other works either learn implicitly the ROI using a subnetwork [6, 15, 24
or tie themselves to a restricted set of semantic classes [1, 3, 14], which would require
training if testing on unseen classes. In contrast, we explicitly take the ROI as input, wh
provides the user evaluation time exibility similar to H.264 and H.265 ROI mode.

3 ROIl-based neural video compression

In this section we rst present the neural video codec we use as backbone for our work, S
Space Flow (SSF) [2]. Next, we extend SSF to be an ROI-based codec by proposing
models: thdmplicit andLatent-scalingROIl SSF. Lastly, we will describe the optimization

for SSF and the ROl-aware methods.
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(a) Implicit ROI Scale-Space Flow (b) Latent-scaling ROI Scale-Space Flow
Figure 2: lllustration of the proposed ROI-based neural video compression models. Bot
models learn to utilize an ROI mask Model (a) feeds a mask along with an image and
model (b) utilizes extra hyperpriors to send the ROI mask for latent scaling.

We de ne a video frame; 2 R W 3 at time step, whereH andW represent its height

of an I-frame codec and a P-frame codec. The I-frame codec is a mean-scale hyperpri
AE [31] which encodes a rst framg independently to produce a reconstructign The
P-frame codec is comprised of two hyperprior AEs. The rst, Bhfame ow hyperprior

AE, estimates a scale-space ayfrom the previous reconstructio 1 and current frame

xi, which is used to warp the previous reconstruction iqta he second hyperprior AEhe
P-frame residual hyperprior AEencodes the residual= X x. The nal reconstruction

Xi is obtained by adding the warped predictigrand the estimated residual The latent
codes of each hyperprior AE are denotedzpyw; andv; and are rounded to integer values
then entropy coded using the prior parameters estimated by their respective hyper-decoc
We omit hyper latent codes for ease of exposition, and we refer to [2] for further details.

Implicit ROI Scale-Space Flow An immediate extension to SSF to make it ROl-aware
is to provide the ROl mask as input to each of the three hyperpriors, see Fig. 2a. Note
that the ROI mask is not fed to the decoder, meaning we expect the encoders to implicit
store the relevant ROI information inside the existing latent codes. Since the decoder do
not require the ROI mask, we do not need to transmit a representation of the mask itse
Feeding information of the mask along with the video frame, in combination with the use o
an ROl-aware loss, encourages the model to focus on important aspects for the user. Alb
simple, we show the effectiveness of this approach when paired with an ROIl-aware loss
Sec. 4.

Latent-scaling ROI Scale-Space Flow Inspired by methods like [6, 24] which introduce

a mechanism to explicitly control the spatial bit allocation, we adapted a recent techniqu
called latent-scaling [8, 13]. Albeit similar in its motivation, it differs from the masking
approach of [13] by exploiting the Gaussian prior structure of mean-scale hyperprior AE
The key idea is to apply a scaling factor to the latent which changes the quantization ste
size, leading to different trade-offs between rate and distortion in ROl and non-ROI area:
By using ROI-based information to control the scale of latents, the quantization grid ca
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(@) (b)
Figure 3: lllustration of the latent scaling mechanism for ROI-based coding. (a) shows h
latent-scaling variablb affects latenz and prior parametermands . (b) shows intuition on
why scaling the prior is necessary for entropy coding.

be explicitly adjusted. Our model can therefore learn that foreground regions require r
guantization than background regions. For ease of exposition, we will describe in the r
paragraphs latent-scaling for the I-frame hyperprior AE, but the same method is applie
the P-frame residual hyperprior AE. We do not apply it to the P-frame ow hyperprior Al
as initial studies showed the ow cod® only accounts for a small fraction of the total rate.
For similar reasons, we only apply latent-scaling latents, leaving hyper-latents, which
cheap to encode, unaffected.

We introduce a new hyperprior-like network callgdin hyperprior AE(see leftmost
autoencoder in Fig. 2b). This network encodes the ROI nsa&hto a latent code, that
is decoded to a gain variabhg which shares the same dimensions as the latent varzgble
both spatially and channel-wiseWe scale the latersy with the inverse of the estimated
spatial gain variabldyg, where we restrichy 1. Such a procedure is akin to making the
guantization range larger, depending on the valueyoiWe further denote the meamand
scales as the prior parameters estimated by the I-frame hyper-decoder. In the quantiza
step, we choose to center the scaled lagnt hg by its prior meanm hgy, where is
a elementwise division. Next, we apply the rounding operhteron (zg m hg such
that the estimated mean learned by the hyper-encoder is on the grid, and then add tt
offsetm hg back. The dequantized lateny(fo) is obtained by multiplying by after the
guantization block. More precisely:

2o(ho) = b(zo M) hoe ho+ m 1)

where denotes elementwise multiplication. After the dequantized latgéhg)"is obtained,

it is passed to the decoder to obtain reconstructed framé&Hte whole procedure is illus-
trated in Fig. 3a. For rate computation and entropy coding, we use the modi ed probabil
P of Zy(hg) as follows:

Z 20(ho)+ hp=2

P((ho)) = N(x mo0;s)dx 2
Zy(ho) ho=2
2o(ho)=ho+ 1=2
= o N X E0;i dx 3)
2(ho)=ho 1=2 ho " ho

As shown in Fig. 3b and in Eq. (2), latent-scaling can be interpreted as effectively cha
ing the quantization grid / binwidth. In practice, for entropy coding we do not change t
guantization grid and round to the integer grid and scale the prior appropriately, as in Fig
and b (middle plot) and Eqg. (3). As stated above, the same procedure is applied to th
frame residual latent codg, as shown in Fig. 2b.

*previous latent-scaling [8, 13, 29] work only use channel-wise gain
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ROIl-aware Rate-Distortion Loss We modify the regular R-D loss from SSF to take into
account the ROl mask. We sum the rate and distortion far &hmes in the video sequence
x with corresponding ROI masks

T
L=bLg+ § Lp;; (4)
i=0
whereb is rate-distortion trade-off variablel. p represents the distortion loss which is a
modi ed mean squared error (MSE) involving the binary ROI mask:

1 HW 1
Lo +- (1 ; 5
Di = HWCanlal s € g( s) @ « (%)

whereH ;W andC denote the image dimensiortsis a penalty hyperparameter for the non-
ROl,e =(x %)?is the squared error arglis broadcasted over the channel dimension.
Note that the distortion loss of the original SSF corresponds to the special casesvhere
equals one everywhere. Further, the rate lbgsis computed with the estimated cross-
entropyH () by the hyperprior of each latent variable present in the model. For the implicit
ROI SSF the rate lods, - is equal to:

T
Lir=H(z)+ @ [Hw)+ Hw)]: (6)
i=1
The rate los4. | sr of the latent-scaling ROI SSF also includes latent variatjdsr the la-
tent scaling of the I-frame hyperprior AE amgifor the latent scaling of the P-frame residual
hyperprior AE. As such, it is given by:

Lisr=H(Z)+ H(2)
g (7)
+a [H(W)+ H(w)+ H(w)]:

In practice we found that the two extra rate contributions from the ROI midgkg) and

H (V) are only a small fraction compared to the standard rate compoHgrs$ andH (v;)

of the model. Please note that in both Eq. 6 and 7 we omit the rate of the hyper latent cod
to avoid notational clutter.

4 Experiments

Datasets. As standard video compression benchmarks [5, 40, 48] do not come with RO
annotations, we hereby introduce a benchmark for ROI-based codecs, by utilizing pul
licly available video segmentation datasets and deriving ROl maps from their pixel-leve
groundtruth labels. More speci cally, we rely on DAVIS [33] and Cityscapes [12] for train-

ing and evaluation of our models. DAVIS is composed of 90 diverse and short video se
guences, for which groundtruth segmentation of salient objects provided. To create bina
ROI masks, we consider all labeled objects as foreground, whereas the rest of the frame
labeled as background. We use 60 sequences for training and 30 for validation, comprisil
4,209 and 1,999 frames respectively. Cityscapes is composed of 2,120 video sequences fr
dashcam of vehicles driving around German cities. 1,885 sequences are used for training ¢
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235 for validation, or 89,248 and 15,000 frames respectively. As groundtruth segmenta
labels are provided only at 1 fps, we extract semantic labels automatically for every frame
running the state of the art segmentation model in [39]. The dataset provides a categoriz:
of every pixel into one of 19 classes. We select pixelsvetiicle, "road", "pedestriaf, "bi-

cyclée', "motorcyclé as belonging to the ROI, and mark other classes as hon-ROI. To redt

compression artifacts, we resize the frames from both datasets to 720p using Pillow [11]

As an alternative to ground-truth ROI masks, in some experiments (see Sec. 4)) we
on synthetic ROI masks generated using Perlin noise [32] (only during training). The ma
contain blobs that evolve continuously over time to cover each of the video frames.

Implementation details. We optimize all methods but SSF with the ROl-aware MSE a
distortion metric (Eq. (5)), and uge= 30 as penalty for the non-ROI areas. Following the
training scheme from [2, 34], all models are warm-started from an SSF pre-trained on
Vimeo-90k dataset [49] for 1M steps, then ne-tuned on the dataset of interest for 30
steps. We trained all models at various rate-distortion tradeoffstwith22 10 4:a 2
0;1;::::7. We use Adam optimizer with a learning rate of #0vith batch size 8. Each
example in the batch is comprised of 3 frames (I-P-P), randomly cropped to 286. The
models take about 3 days to train on a single NVIDIA V100 GPU. We report video quali
in terms of PSNR in ROI and non-ROI, where both are rst calculated per-frame in the RC
color space, then averaged over all the frames of each video, and nally averaged over al
videos of a dataset. The results we report are based on Group-of-Picture of size of 12 for
sistency with other neural compression works [2, 27, 28, 34]. We refer to the appendix for
chitecture details, along with information about the computational complexity of the mode

Compared methods. We compare our
method to the plain SSF and two further
ROI-based baselines. The rst, dubbed
ROl-aware loss consists of SSF trained
with our ROIl-aware loss as described in
Eq. (4). While the codec is blind to the ROI,
it is expected to implicitly learn it through
the training objective, in a similar fashion as
the semantic models in Habibianal. [17].
The second method, dubb&@BIC SSFis
based on a recent ROI-based neural imag
) ) codec [47]. To enable a fair comparison, we
Figure 4: All ROI-based neural video comy i this architecture using our ROl-aware

pression approaches vs SSF. Solid line denoiggs, which is slightly different from the for-
ROI PSNR, while dashed non-ROI PSNR.  ,u1ation in [47].

ROI-based coding In Fig. 4, we report the RD-plots of Implicit ROl SSF and Latent-
scaling ROl SSF. We compare our proposed models to the described ROI-aware loss
OBIC SSF baselines, as well as to a plain SSF model that does not involve any ROI-be
compression.
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For all compared models, solid lines and
dashed lines correspond to RD curves in
ROI and non-ROI regions respectively. The
gure shows several insights. First, the
plain SSF shows better compression results
on non-ROI regions, that are seemingly eas-
ier to compress than ROI areas on DAVIS.
This result - that we hypothesize is due to
the high degree of motion affecting fore-
ground objects on the dataset - underlines
that such a codec might be suboptimal. The
ROI-based baselines we consider, namely
ROI-aware loss and OBIC SSF, succeed in
delivering a better tradeoff for foreground
regions. Overall, their performances seem
comparable across the rate spectrum. In-

terestingly, the separate hyperprior mode . .
gy P yperp igure 5: Bitrate and PSNR allocation maps

envisioned by OBIC SSF for foregroun

and background barely outperforms a si or SSF ar_ld our proposed ROI-based codec,
ple ROl-aware loss in our experiments. Fi_atent-scallng RQI SS'f' We hereby report
nally, the gure clearly shows the superi-]crame 5 of DAVIS "goat " sequence.
ority of the proposed implicit and latent-
scaling ROI SSF. Indeed, their RD-curves performs on par with the mentioned baseline
on background regions, while achieving a superior tradeoff for ROI regions. In this respec
our latent-scaling based model seems to slightly outperform the implicit model in ROl area:
especially at higher bpps (0:1).

Furthermore, we investigate the behavior of the proposed Latent Scaling ROI SSF cod
in terms of spatial bit allocation and reconstruction quality. Fig. 5 shows, on a reference va
idation frame from DAVIS, the pixel-wise bpp and PSNR as compared to the ones achieve
by SSF. For SSF, bit allocation and reconstruction quality are roughly uniformly distributec
over the image. Differently, Latent Scaling ROl SSF model focuses both bpp and PSNI
on the region of interest. Moreover, it is worth noting how, despite the fact latent scaling
operates at the reduced resolution of the latents (resulting in block-wise bpp allocation), tt
PSNR of the reconstructed frame properly aligns with the ROI at pixel-level. Finally, in
Fig. 6 we shows a few qualitative compression results of our model, compared to SSF.

Generalization We investigate the generalization capability of our proposed latent-scaling
ROI SSF model to different data and regions of interest. To do so, train a model on DAVIS
and measure its performance on Cityscapes. We expect (at least) two main sources of g
eralization gap. First, the videos in the two datasets depict very different codstatgay),

and differences in the acquisition settings may generate discrepancies in low-level ima
statistics and global motiSnMoreover, the ROI speci cation described above might impact
training (ROI gap. To monitor both effects, we plot in Fig. 7a the RD curves of our latent
scaling model and plain SSF, trained either on DAVIS or on Cityscapes, and evaluated ¢
Cityscapes. By considering the gap between the SSF model (blue lines) trained on DAVI
and the one trained on Cityscapes, we notice how the former performs slightly worse the

Sfor instance, in Cityscapes the motion is dominated by the ego-motion of the camera, which is car-mounted
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