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Abstract

Semi-supervised learning (SSL) can reduce the need for large labelled datasets by in-
corporating unlabelled data into the training. This is particularly interesting for semantic
segmentation, where labelling data is very costly and time-consuming. Current SSL ap-
proaches use an initially supervised trained model to generate predictions for unlabelled
images, called pseudo-labels, which are subsequently used for training a new model from
scratch. Since the predictions usually do not come from an error-free neural network,
they are naturally full of errors. However, training with partially incorrect labels often
reduce the final model performance. Thus, it is crucial to manage errors/noise of pseudo-
labels wisely. In this work, we use three mechanisms to control pseudo-label noise and
errors: (1) We construct a solid base framework by mixing images with cow-patterns
on unlabelled images to reduce the negative impact of wrong pseudo-labels. Never-
theless, wrong pseudo-labels still have a negative impact on the performance. There-
fore, (2) we propose a simple and effective loss weighting scheme for pseudo-labels
defined by the feedback of the model trained on these pseudo-labels. This allows us
to soft-weight the pseudo-label training examples based on their determined confidence
score during training. (3) We also study the common practice to ignore pseudo-labels
with low confidence and empirically analyse the influence and effect of pseudo-labels
with different confidence ranges on SSL and the contribution of pseudo-label filtering
to the achievable performance gains. We show that our method performs superior to
state of-the-art alternatives on various datasets. Furthermore, we show that our findings
also transfer to other tasks such as human pose estimation. Our code is available at
https://github.com/ChristmasFan/SSL_Denoising_Segmentation.

1 Introduction

Semantic segmentation has accomplished amazing performance on annotated data and has
become an important task in computer vision. However, labelling data for semantic segmen-
tation requires assigning a class label to each pixel in an image, which is an extremely te-
dious and time-consuming task. As an example, annotating a single image of the Cityscapes
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dataset [7], which consists of images of urban scenes, takes up to 90 minutes [7]. How-
ever, simply obtaining images is by far not as time-consuming. The goal of semi-supervised
learning (SSL) is to incorporate unlabelled data into standard supervised training, improving
overall robustness and performance while reducing the amount of labelled data needed.

In SSL, most existing approaches treat model predictions as ground truth for unlabelled
images during training, while human-generated annotations are used for labelled images. In
this context, the predictions from a model that will be used as targets in the loss calculation
are called pseudo-labels. Due to the fact that the predictions and thus the pseudo-labels are
inevitably error-prone, the network is partly trained on wrong annotations. Such pseudo-
labels are sometimes called noisy labels, and DNNSs are susceptible to them. There is usually
a large gap between networks trained on clean and noisy datasets [6, 22].

In this paper, three mechanisms to handle error-prone pseudo-labels from unlabelled
data will be analysed to improve the performance for semantic segmentation. Among them,
we study the common pseudo-label filtering technique as well as a novel loss function that
weights pseudo-labels according to the feedback of the trained model to reduce the influ-
ence of wrong pseudo-labels during training. This novel weighted loss function boosts SSL
performance substantially and is a core contribution of this paper. We analyse this approach
on several datasets to build a general and better understanding. We then integrate it into a
naive pseudo-label refinement method and combine it with a cow-pattern based image mix-
ing for data augmentation. Furthermore, we demonstrate the effectiveness of our approach
on several datasets. Specially, we provide results at a very low data regime and show that
we can significantly improve the performance when training e.g. only with 15 labelled ex-
amples on the Cityscapes dataset [7]. We also demonstrate the effectiveness of our proposed
mechanisms on a different task than semantic segmentation, namely human pose estimation.

2 Related Work

Semi-Supervised Learning (SSL) aims to train a model using labelled and unlabelled im-
ages. Current SSL approaches utilise the prediction of a model as supervision for the training
on unlabelled data and can be weakly separated into consistency regularization [1, 2, 11, 21,
30] and self-training approaches [26, 28]. Both have the usage of pseudo-labels in common.
Typically, the parameters of the model that generates pseudo-labels is fixed at a training
iteration in self-training, while it changes at consistency regularization. Both approaches
utilise strong data augmentation such as CutOut [9], CutMix [11], ClassMix [19] and colour
space augmentations [21, 28, 34] when training with pseudo-labels. In this context, data
augmentation is called perturbation because it makes it difficult for the model to reproduce
the pseudo-label prediction. It is known that utilising perturbations has a strong effect on the
final performance.

Some methods further apply confidence-based filtering of pseudo labels [20, 21, 27, 30,
31, 33]. FixMatch [21] uses a fixed confidence threshold for all classes to remove uncer-
tain labels for image classification. FlexMatch [30] further extends this by filtering low-
confidence samples with class-wise thresholds. Other approaches use different methods than
model confidence to measure uncertainty. Zhou et al. [33] use multiple forward passes of
different augmented version of the same image to estimate uncertainty and filter pseudo-
labels. Yang et al. [27] uses multiple model training snapshots to determine a measure of
uncertainty. However, none of them apply a comprehensive study on the effect of confidence-
based filtering for semantic segmentation.
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Our work is mostly related to those of [28]. In comparison to their work, we use simple
image mixing with a diverse and dynamic mask instead of data augmentation strategies on
pixel-level. We further apply pseudo-label filtering and dynamic weighting as denoising
strategies to handle error-prone pseudo-labels. All approaches are examined in more detail
on several datasets.

3 Methodology

In this section we first define import notation and the problem to solve in Sec. 3.1. Then we
introduce the general SSL framework in Sec. 3.2. Finally, we describe pseudo-labels filtering
in Sec. 3.3. Our loss function with a dynamical weighting scheme is described at Sec. 3.4.

3.1 Problem Definition

Let D be a dataset consisting of a set D~ of labelled and a set D, of unlabelled images. Their
respective sizes are Ny and Ny;. x; 2 D, and x,; 2 Dy, denote any labelled and unlabelled
image from the corresponding set of images. The labelled dataset has access to the ground
truth segmentation masks y, i.e., Dy = f(x:;yi)g!\lz'l. The unlabelled dataset D;; has no
segmentation masks, i.e., Dy = f(XL)g)!\gl. To receive training feedback for unlabelled
images, we use the predictions of a segmentation model as pseudo-labels §. y, in contrast,
denotes ground truth annotations from the dataset. The aim is to improve the performance
of the segmentation model by exploiting unlabelled images with generated pseudo-labels.

3.2 SSL Base Approach

We follow the simple idea of iterative pseudo-label refinement [4, 26] and first train an initial
segmentation model on the labelled dataset. We then use the model as teacher Fr to generate
pseudo-labels for the unlabelled images by taking the argmax over the class dimension of
the prediction Fy(x,) for all input images xy, i.e., ¥ = argmax(Fr (xy)). Then we train a
student model Fs with identical architecture as the teacher model Fr on the labelled and
unlabelled dataset D = f(xi ; yi)g!\‘:'1 [ f(x!; §7L)g£\|:”1 from scratch. After training, the pseudo-
label dataset is updated by the predictions of the student model and a new model is trained
from scratch. This process can be repeated several times.

Previous work based on consistency regularization has shown that adding perturbations
at the image space when training with pseudo-labels helps to improve the performance [11,
19, 21]. Such perturbations are usually data augmentation strategies. They can prevent the
model from easily memorizing the noisy pseudo-labels. Another motivation for the perturba-
tions is that it may avoid ending up in the same local minima as the teacher during training.
Motivated by those works, we utilise image mixing as perturbation for semantic segmen-
tation when training with pseudo-labels. Here the image is changed by the Cutmix [29]
augmentation using a CowMask [12]. With this augmentation, individual parts of the im-
age are replaced by another image. The CowMask enables a greater diversity compared to
CutMix [29] while looking similar to the typical black and white skin pattern of a cow. To
generate a training sample of unlabelled data, we take two unlabelled images x}, and x2 and
calculate their pseudo-labels ) and §2 with the teacher model. Based on a binary CowMask


Citation
Citation
{Yuan, Liu, Shen, Wang, and Li} 2021

Citation
Citation
{Chen, Lopes, Cheng, Collins, Cubuk, Zoph, Adam, and Shlens} 2020

Citation
Citation
{Xie, Hovy, Luong, and Le} 2019

Citation
Citation
{French, Laine, Aila, Mackiewicz, and Finlayson} 2019

Citation
Citation
{Olsson, Tranheden, Pinto, and Svensson} 2021

Citation
Citation
{Sohn, Berthelot, Carlini, Zhang, Zhang, Raffel, Cubuk, Kurakin, and Li} 2020

Citation
Citation
{Yun, Han, Oh, Chun, Choe, and Yoo} 2019

Citation
Citation
{French, Oliver, and Salimans} 2020

Citation
Citation
{Yun, Han, Oh, Chun, Choe, and Yoo} 2019





